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Choosing a coverage probability for
forecasting the incidence of cancer
Derek S. Younga*† and Terence M. Millsb

Loddon Mallee Integrated Cancer Service plays a key role in planning the delivery of cancer services in the
Loddon Mallee Region of Victoria, Australia. Such planning relies on the accuracy of forecasting the incidence of
cancer. Perhaps more importantly is the need to re!ect the uncertainty of these forecasts, which is usually carried
out through prediction intervals. Standard con"dence levels (e.g., 90% or 95%) are typically employed when
forecasting the incidence of cancer, but decision-theoretic approaches are available to help choose an optimal
coverage probability by minimizing the combined risk of the interval width and noncoverage of the interval. We
proceed with the decision-theoretic framework and discuss some general strategies for de"ning candidate loss
functions for forecasting the incidence of cancer, such as the data we analyze for the Loddon Mallee Region.
Copyright © 2014 John Wiley & Sons, Ltd.
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1. Introduction

In [1], Hakulinen and Dyba stated that ‘Disease incidence predictions are useful for a number of admin-
istrative and scienti!c purposes.’ For administrative or strategic planning, the forecasts are used to guide
how resources are allocated for handling the disease incidence. For scienti!c purposes, the forecasts are
used to evaluate success of intervention or treatment programs. Regardless of the purpose, accurate and
reliable forecasts are critically important.

The authors of [1] proceeded to emphasize the importance of accompanying disease incidence forecasts
with prediction intervals. Researchers often use prediction intervals with a coverage probability of 90%,
95%, or 99%. In this paper, we explore an approach for calculating an optimal coverage probability on
the basis of decision theory.

Our approach is based on the methods of Landon and Singpurwalla [2], who only provide a particular
loss function simply for illustrative purposes. We present modi!cations of their loss function and apply
them to cancer incidence data from the Loddon Mallee Region in Victoria, Australia. Our primary
objective is to promote discussion of these ideas on prediction intervals with optimal coverage
probability in medicine and health care. By analyzing actual data on the incidence of cancer, we address
the bene!ts and challenges associated with these methods. However, the approach can be readily applied
to similar situations.

This paper is organized as follows. In Section 2, we highlight the importance of forecasting the inci-
dence of cancer and describe the Loddon Mallee Region. In Section 3, we present the decision-theoretic
framework for calculating an optimal coverage probability for prediction intervals. We then develop
explicit loss functions and apply the approach to the cancer incidence data in Section 4. We conclude
with some general recommendations and a discussion in Section 5. But !rst, we conclude the introduc-
tion with a brief discussion about the difference between prediction intervals and other statistical intervals
used in the literature.
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1.1. Statistical intervals

The focus of our work is on coverage probabilities for prediction intervals. However, it is helpful to
differentiate the usage of other statistical intervals so as to not confuse them with prediction intervals.

Prediction intervals are based on a random sample and used to provide bounds for one or more future
observations from a univariate sampled population. While we present a frequentist approach to prediction
intervals, one can also construct a Bayesian prediction interval using the posterior predictive distribution
of a new observation as carried out in [2]. Con!dence intervals are also based on a random sample but
provide bounds for a scalar population parameter, such as the population mean. Calibration intervals are
constructed in a regression framework where we have a new response value of interest, but we wish to
provide bounds for the corresponding predictor(s); see [3]. Tolerance intervals provide bounds to capture
at least a speci!ed proportion of a sampled population with a given con!dence level. A thorough treatment
of tolerance intervals is given in the text by Krishnamoorthy and Mathew [4], and a wide variety of
tolerance intervals can be calculated using the R package tolerance [5]. Finally, extensions to all
of these intervals are available for multivariate populations, where instead of a ‘statistical interval’, one
would construct a ‘statistical region’.

There is nothing precluding one from using a decision-theoretic framework to determine coverage
probabilities for each of the aforementioned statistical intervals. However, given their fundamental
differences, care needs to be taken with how the respective loss functions are de!ned and how the results
will be applied.

2. Forecasting the incidence of cancer

In many developed countries, cancer is a major cause of death, and governments have to plan for how
they will deal with the disease. This involves planning for preventing the disease, providing treatment for
patients, supporting of patients and their carers, and sponsoring research into these matters. Forecasting
plays a fundamental role in this planning process.

The incidence of cancer is de!ned to be the number of newly diagnosed cases of cancer in a given region
and a given period (usually 1 year). Incidence is a nonnegative integer. Naturally, incidence increases with
the size of the population, and the incidence rate is the incidence per 100,000 persons in the population.
However, incidence is a measure of demand for cancer services in a given population. Hence, forecasting
the incidence of cancer in a speci!c region is important for strategic planning for cancer services in that
region. See [6] for further discussion.

The Loddon Mallee Region in Victoria, Australia, is part of central Victoria. Although the region covers
about 25% of the area of Victoria, it is home to only about 6% of the State’s population. Herein lies
the fundamental problem with planning cancer services. How do we provide cancer services to a small
population spread over a large area?

The work in this paper is centered on forecasting the incidence of cancer in the Loddon Mallee Region.
The ideas could well be applied in other contexts.

3. Utility functions for forecasting with prediction intervals

Predictive problems are studied either in the range of the original data or outside that range. The
former often occurs in regression settings where we have new predictor values, X∗

1 ,… ,X∗
p , and we

wish to predict a new value of the response, Y∗, with some speci!ed con!dence. The latter predictive
problem is forecasting. Forecasting often occurs in the context of stochastic processes (e.g., time series
models), where we wish to predict future values of the process. Point estimates for the predicted values
are straightforward to calculate in either setting. But perhaps a more informative quanti!cation is the use
of a prediction interval, which incorporates the uncertainty in predicting that new value.

The general theory of forecasting can be found in numerous monographs and time series textbooks;
see, for example, [7] and Chapter 3 of [8]. Moreover, an overview of the literature on contemporary
statistical approaches for forecasting cancer incidence can be found in [6]. It is not our intent to revisit
what is presented in the aforementioned references but rather to focus on the construction of prediction
intervals when forecasting cancer incidence. In particular, we provide guidance on the choice of coverage
probability for a prediction interval by following the decision-theoretic framework presented in [2].

Following the discussion in [2], a natural assumption for a utility function in the context of prediction
is that ideally one prefers a prediction interval of width zero over any other prediction interval. Thus,
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there is some loss associated with any prediction interval of nonzero width. Similarly, there is a loss
associated with the failure of any prediction interval to cover the (future) observed value. Our objective
is to minimize the combined loss of these two constructs by choosing an optimal con!dence level. We
assume that the combined loss is additive, but as Winkler [9] and Landon and Singpurwalla [2] noted, this
need not be the case. For example, Kabaila [10] advocated an approach for con!dence intervals where
one !nds a con!dence set that minimizes a weighted average over the parameter space of the scaled
expected width, subject to the constraint that this con!dence set has coverage probability that never falls
below the nominal level. Such an approach could be adapted to a prediction interval setting.

We also note that a criticism when using loss functions is that they can be dif!cult to de!ne (see the
discussion in Section 2.5 of [11]). The speci!cation of loss functions can be quite involved and, in some
cases, ad hoc. There is clearly no panacea for how to specify loss functions in every application. However,
we strongly encourage that practitioners investigating such loss functions include input from subject-
matter experts and all stakeholders, which may broaden both the utility and acceptance of the approach.
Therefore, we provide some general guidelines in the decision-theoretic framework as they pertain to
forecasting the incidence of cancer. These guidelines are now discussed.

3.1. Disutility of prediction interval widths and noncoverage

Suppose that we have a stochastic process
{

Yt, t ∈ T
}

, where for our purposes, we assume that T is a
subset of the natural numbers (i.e., T ⊂ N). For the purpose of our discussion, assume further the presence
of autocorrelation. Let y1,… , yn be an observed time series, which is a !nite realization of our stochastic
process. We are interested in forecasting Yn+k, where k is the lead time, as well as a 100(1−")% prediction
interval for Yn+k. Using a frequentist framework, the predictive distribution (and hence, not a posterior
predictive distribution) of Yn+k is assumed to be normal with mean #n+k and variance $2

n+k. Thus, the
formula for a 100(1 − ")% prediction interval is

#n+k ± z1−"∕2$n+k (1)

where z1−"∕2 is the 100(1 − "∕2)th percentile of the standard normal distribution.
Let d";n+k = 2z1−"∕2$n+k be the width of the 100(1 − ")% prediction interval in Equation (1), and let

L";n+k and U";n+k denote the lower and upper bounds, respectively. Letting yn+k denote the realization of
Yn+k, the form of the loss functions under consideration is

L
(
d";n+k, yn+k

)
= f1

(
yn+k − U";n+k

)
I
{

yn+k > U";n+k

}

+ f2
(
L";n+k − yn+k

)
I
{

yn+k < L";n+k

}
+ g

(
d";n+k

) (2)

where f1 and f2 are monotonic nondecreasing functions in their arguments, I{⋅} is the indicator function,
and g is a loss function associated with the width of the interval. Note that f1 and f2 are overestimation and
underestimation loss functions, respectively. Given the preceding text, we are interested in determining
" that minimizes the risk (i.e., expected loss),

R
(
d";n+k

)
= EYn+k

[
L
(
d";n+k, yn+k

)]

= ∫
+∞

#n+k+d";n+k∕2
f1
(
yn+k − U";n+k

)
f (yn+k)dyn+k

+ ∫
#n+k−d";n+k∕2

−∞
f2
(
L";n+k − yn+k

)
f (yn+k)dyn+k + g

(
d";n+k

)
(3)

where f (yn+k) is the corresponding normal probability density of Yn+k. Note that if one is simply interested
in predicting a single future value from an independent and identically distributed univariate sample or
predicting only the next value in a stochastic process, then k = 1 and k would typically be suppressed in
the subscripts for many of the aforementioned quantities.

In Equation (3), note that EYn+k

[
g
(
d";n+k

)]
= g

(
d";n+k

)
because the expression is free of unknown

quantities. Clearly, d";n+k ≥ 0 and g(0) = 0. Moreover, g is nonnegative and increasing in d";n+k because
one would expect to incur larger penalties when using wider intervals. Following Winkler [9], we refer
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to the quantity characterized by g
(
d";n+k

)
as the additional cost associated with a prediction interval of

width d";n+k.
What allows us to compute the risk function in Equation (3) is the speci!ed predictive distribution of

Yn+k. Of course, we must posit values for #n+k and $2
n+k. For the application in [2], these were speci!ed

from the posterior predictive distribution of a Bayesian time series analysis. For our cancer data analysis,
they will be based on estimates from the particular time series model that we use. Speci!cally, #n+k will
be set to the point estimate of Yn+k, ŷn+k, and $2

n+k will be set to

s2
n+k = $̂2 + SE

(
ŷn+k

)
(4)

In Equation 4, $̂2 is the prediction variance, which estimates the portion of the variability of the data not
explained by the model, and SE

(
ŷn+k

)
is the standard error of the point estimate ŷn+k. We note that many

other procedures for determining a 100(1 − ")% prediction interval in the aforementioned setting are
available; see, for example, [12]. However, the form in Equation (1) will be appropriate for the analysis
we present in Section 4.

3.2. Choosing an optimal coverage probability

Choosing an optimal coverage probability depends on the functional form of the loss function used.
If the user has reasonable preferences about the disutility of prediction interval widths and noncoverage,
then these can be re"ected through particular characteristics of the loss function. For example, consider
this paradigm from the view of forecasting cancer incidence. Figure 1 illustrates schematics for the com-
ponents of our loss function L

(
d";n+k, yn+k

)
. Figure 1(a) shows two possible loss function scenarios,

where candidates for f1 and f2 are plotted to the left of L";n+k and to the right of U";n+k, respectively.
First is a symmetric linear loss function (i.e., the solid black line) with respect to the lower and upper
bounds of the prediction interval. This could occur if there is a fairly linear effect on cancer resources
with respect to how far the true new value yn+k overshoots or undershoots the prediction interval. A sec-
ond scenario is an asymmetric quadratic loss function (i.e., the dashed red line). This could occur if one
desires a relatively small penalty when the new value yn+k slightly overshoots or undershoots the predic-
tion interval. However, it may be desirable to have the loss grow more quickly for overshooting because
this could mean that less resources would be available for cancer treatments of the much higher observed
incidence, whereas undershooting could mean that a potential excess of resources was made available,
thus requiring additional justi!cation to secure future funding of those resources.

Next, we consider the cost function suggested in [2]:

g
(
d";n+k

)
= d&

";n+k (5)

where & > 0. Figure 1(b) shows a convex function (solid black line) and a concave function (dashed red
line). Using Equation (5), such functions occur when & > 1 and & < 1, respectively. For forecasting
cancer incidence, it is anticipated that once d";n+k reaches a certain level, then higher values of d";n+k

Linear Loss
Quadratic Loss

(a)

Convex
Concave

(b)

Figure 1. General illustrations of (a) loss functions for noncoverage and (b) additional cost of increasing
prediction interval width.
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will have little impact on g
(
d";n+k

)
because the interval will be too wide to be of any practical use. This

suggests that g should be a concave function or, perhaps, a piecewise function that becomes constant after
a certain threshold.

After determining the appropriate forms of f1, f2, and g, we can then !nd the value of d";n+k where
R
(
d";n+k

)
is at a minimum. As Winkler [9] pointed out, R

(
d";n+k

)
may not attain a minimum unless we

restrict ourselves to the class of convex loss functions and the class of distributions to those yielding !nite
risk. We do not restrict ourselves to the class of convex loss functions but rather suggest a reasonable upper
bound on d";n+k, say d∗, as a constraint for the optimization. Thus, we search for the global minimum
of R

(
d";n+k

)
over the range (0, d∗), which will be our optimal coverage probability. Note that d∗ may or

may not depend on n + k as it could be an operationally-de!ned bound. Following the note by Winkler
[9] given earlier, this global minimum over the constrained space for d";n+k may only be a local minimum
over the corresponding unconstrained space. Moreover, if there are multiple minima, then several optimal
coverage probabilities will be available. Hence, any of these coverage probabilities may be chosen.

For analyzing the cancer incidence data in the next section, we will de!ne and compare speci!c loss
functions using the general framework given earlier.

4. Analysis of cancer incidence in the Loddon Mallee region

In this section, we analyze the cancer incidence data from the Loddon Mallee Region, which is available
for the years 1982–2012. We analyze the male, female, and total cancer incidence separately. The data are
given in Table I and displayed in Figure 2(a). As can be seen, the data are quite linear over the recorded
years. An assessment of the partial autocorrelation functions for each of these data sets reveals that a
!rst-order lag is appropriate. Each partial autocorrelation at the !rst-order lag is around +0.85, while the
partial autocorrelations at subsequent lags are considerably smaller. Thus, we !t the following !rst-order
autoregressive (AR(1)) model to each data set:

Yt = '0 + '1Yt−1 + (t (6)

where t = 1982,… , 2012 and (t ∼ N
(
0, $2

)
.

For each data set, we estimate the AR(1) model using the ar() function in R, with the ordinary least
squares option speci!ed for estimation and forecasting (i.e., method = "ols"). The estimates for
Equation (6) are given in Table II. We tested the normality of the residuals from the estimated mod-
els using the Shapiro–Wilk test. The normality assumption is appropriate because the p-values are each
well above 0.05; see the last row of Table II for the results. We forecast the cancer incidence for 8 years
beyond 2012 (i.e., 2013–2020). Figure 2(a) shows the full data set with these forecasts, while Figure 2(b)
magni!es the 8-year forecasted period with 90% and 95% prediction intervals overlaid. As expected,
the further we attempt to forecast beyond the last observed year (i.e., 2012), the greater the prediction
error. Hence, we obtain noticeably wider prediction intervals. For planning purposes, the widths of these

Table I. Cancer incidence in the Loddon Mallee Region.

Year Male Female Persons Year Male Female Persons

1982 403 309 712 1998 735 583 1318
1983 444 360 804 1999 781 662 1443
1984 468 390 858 2000 746 665 1411
1985 442 406 848 2001 744 674 1418
1986 526 404 930 2002 851 668 1519
1987 504 454 958 2003 893 656 1549
1988 500 437 937 2004 986 743 1729
1989 640 444 1084 2005 1010 765 1775
1990 634 488 1122 2006 1036 750 1786
1991 621 516 1137 2007 1146 749 1895
1992 666 532 1198 2008 1086 784 1870
1993 688 511 1199 2009 1077 741 1818
1994 776 588 1364 2010 1167 787 1954
1995 756 596 1352 2011 1134 854 1988
1996 742 562 1304 2012 1185 940 2125
1997 764 602 1366
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Figure 2. (a) The cancer incidence for total persons (black lines), male (red lines), and female (green lines) in
Loddon Mallee Region, Victoria, Australia. The data are for the years 1982–2012. (b) An enhanced !gure of the
incidence counts since 2010 with 90% and 95% prediction intervals. In both !gures, forecasting is performed

from the year 2013 (gray vertical line) and beyond.

Table II. The !rst three rows are the AR(1) model estimates for the
cancer incidence data sets with standard errors given in parentheses.

Male Female Persons

'̂0 38.957 (32.278) 24.115 (27.061) 50.174 (46.096)
'̂1 0.983 (0.040) 0.995 (0.045) 0.998 (0.033)
$̂2 2522.543 1256.723 4391.458

W 0.944 (0.116) 0.965 (0.412) 0.954 (0.221)

The bottom row is the Shapiro–Wilk test of normality on the residuals from the
respective estimated models with p-values given in parentheses.

intervals could impact the funding sources for cancer treatment. For example, the 90% prediction inter-
val for total cancer incidences for 2013 is about (2016, 2325), while the corresponding 95% prediction
interval is about (1986, 2355), both of which could be viewed as fairly wide for the purposes of planning.

Very wide prediction intervals indicate that there is a high degree of uncertainty associated with the
predictions, but they are not helpful to planners. Furthermore, the government is less likely to heed
the forecasts next time. On the other hand, very narrow prediction intervals may be inaccurate. If the
government acts on the predictions that are too high, then this leads to wasting resources. If the
government acts on predictions that are too low, then there will not be enough cancer services to meet
the demand. Moreover, it is dif!cult to obtain money for extra cancer services later to make up for the
shortfall because they are so expensive.

We now turn our attention to the types of loss and cost functions that we use to de!ne our risk function
and, hence, to determine the optimal coverage probability. Using the notation of Equation (3), we consider
equations for f1 and f2. For some user-de!ned s1 > 0 and |r1| < ∞, we consider

f1
(
yn+k − U";n+k

)
= 1

s1

(
yn+k − U";n+k

)r1

= 1
s1

(
yn+k − #n+k − d";n+k∕2

)r1
(7)

Similarly, for some user-de!ned s2 > 0 and |r2| < ∞, we consider

f2
(
L";n+k − yn+k

)
= 1

s2

(
L";n+k − yn+k

)r2

= 1
s2

(
#n+k − d";n+k∕2 − yn+k

)r2
(8)
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The aforementioned functions are losses for overshooting and undershooting that are powers of distances
between a value of the support and the respective prediction limit. These are further scaled by the values
s1 and s2. For simplicity, we will only consider r1 = r2 ∈ {1, 2}. In other words, these are just absolute
and squared error loss functions.

For the cancer incidence data, we are interested in producing prediction intervals for forecasts out to
2020. Hence, our lead time values will be k = 1,… , 8. To obtain values for s1 and s2, we propose to
!rst !t a simple linear regression model to each of the cancer incidence data sets and then look at the
respective root mean square error. These values range from about 30 to 60; hence, we will consider such
values when de!ning our s1 and s2 for the !rst lead time (i.e., k = 1). We then increase their values by
15 as k increases by 1 to re"ect the greater prediction uncertainty. In a sense, s1 and s2 could be similar
to standard deviations but need not be. Namely, we use these quantities to scale the distances in f1 and f2
by something similar to an estimate of error variability.

We also consider different conditions with how the loss function behaves depending on if you wish
to incur a greater loss when overshooting or undershooting (i.e., asymmetry) or if you wish to incur the
same loss when either happens (i.e., symmetry). Let r ≡ r1 = r2. Moreover, let the triplet

(
s1, s2, r

)
be the

constants supplied for f1 and f2. We consider four possible settings when de!ning our functions f1 and f2:

(1) Much larger loss when overshooting the interval;
(2) Moderately larger loss when undershooting the interval;
(3) Symmetric loss when undershooting or overshooting; and
(4) Using absolute error loss with the scale !xed at 1.

Note that the !rst three settings are all under squared error loss. Written explicitly, the set of triplets
generating the four settings earlier for each k are as follows:

1 = {(10, 60, 2), (60, 30, 2), (60, 60, 2), (1, 1, 1)}
2 = {(25, 75, 2), (75, 45, 2), (75, 75, 2), (1, 1, 1)}

⋮
9 = {(130, 180, 2), (180, 150, 2), (180, 180, 2), (1, 1, 1)}

(9)

The preceding text can be used to de!ne the !rst portion of our risk function R
(
d";n+k

)
, but we still

need a formula for g
(
d";n+k

)
, the additional cost associated with the width of the prediction interval. For

user-de!ned values & and ) > 0, we consider the following, which is a slight modi!cation to Equation (5):

g
(
d";n+k

)
= min

{
d&
";n+k, )

}
(10)

The preceding text allows us to truncate the cost at the threshold ) , because any prediction interval beyond
that value will likely serve little purpose. We also use the convention that when ) = ∞, then Equation (10)
simply reduces to Equation (5) and no truncation is enforced. Like our earlier discussion, we only consider
0 < & ≤ 1 to restrict attention to concave functions, including the speci!c setting of a linear cost function
when & = 1. When considering the pair of values (&, )) to de!ne g

(
d";n+k

)
, we can de!ne our settings

of interest similarly to the loss functions earlier. Written explicitly, the four pairs of interest, which are
the same for each k, are as follows:

 = {(0.25,∞), (0.50,∞), (0.75,∞), (1, 280)} (11)

For easy reference, we henceforth refer to the four elements in  as c1, c2, c3, and c4, respectively. When
!tting the three simple linear regression models earlier to determine values for s1 and s2, the maximum
absolute residual observed was about 140. Hence, we used a value of twice that for the threshold in
de!ning c4. The idea is to characterize a constant cost once we exceed an interval width of 280, which
may be a reasonable threshold given what has been observed in the data. Finally, we set d∗ = 1000, so
that we are minimizing the risk function over the range (0, 1000).

For each k = 1,… , 8, we assess all 16 combinations from  × k, where ‘×’ is the Cartesian product
of the two sets. An example of  × 1 for the total cancer incidence data is given in Figure 3. While not
included here, we note that similar types of curves are obtained for the separate male and female cancer
incidence data sets as well as for the different  ×k settings. For the absolute error loss function with a
threshold at 280, we see that the minimum d";n+k occurs early in each setting, with a value of d";n+k = 0
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Figure 3. Risk curves for the 2013 predictions (i.e., k = 1) of total cancer incidence. The !gures correspond to
the four loss function settings of 1: (a) larger overshooting loss, (b) larger undershooting loss, (c) symmetric
loss, and (d) absolute error loss. For each !gure, the four settings of  from Equation (11) are plotted, which
are labeled as c1, c2, c3, and c4, respectively. Each curve has a dot that shows the respective minimum value

of R
(
d";n+k

)
.

estimated for the setting in Figure 3(d). Such settings will yield too tight of prediction intervals to be
helpful. But the other settings are more aligned with the risks researchers associate with these data. In
particular, Figure 3(a) corresponds to the setting of a larger loss when overshooting the interval, which
could potentially mean that fewer resources are available to treat the larger than expected number of
cancer incidences. While longer term plans could be negotiated to mitigate such an increase in cancer
treatments, the short term effects could be costly for those affected. Thus, the settings in Figure 3(a) are
of particular help for this application.

Figure 4 shows pro!les of the optimal coverage probabilities for the total cancer incidence data. These
four !gures show all combinations of  × k, k = 1,… , 8. We note that the risk functions that use the
cost penalties c1 and c4 are conservative and anti-conservative, respectively. Such risk functions would be
too extreme for our purposes. While the risk functions for the cost penalties c2 and c3 are both reasonable
candidates, we choose c3 because it still yields enough conservatism with our bounds. Even though the
optimal coverage probabilities for c3 tend to decrease, we believe that is appropriate given the increase
in standard errors for later years. Finally, because we would like to retain the characteristic that our risk
function gives a greater penalty when overshooting, we choose to use the corresponding risk function in
Figure 4(a) (i.e., the dotted green line).

For comparison, we also provide the pro!les of the optimal coverage probabilities for the male cancer
incidence and female cancer incidence in Figure 5. The remaining three !gures for each data set are not

Copyright © 2014 John Wiley & Sons, Ltd. Statist. Med. 2014, 33 4104–4115
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Figure 4. Optimal coverage probabilities for the risk functions in  ×k, k = 1,… , 8, applied to the total cancer
incidence data. The !gures correspond to the four loss function settings: (a) larger overshooting loss, (b) larger
undershooting loss, (c) symmetric loss, and (d) absolute error loss. For each !gure, the four cost settings are c1

(—), c2 (– –), c3 (- - -), and c4 (- – -).
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Figure 5. Optimal coverage probabilities for the risk functions in  × k, k = 1,… , 8, applied to the (a) male
cancer incidence and (b) female cancer incidence data sets for the larger overshooting loss function. For each

!gure, the four cost settings are c1 (—), c2 (– –), c3 (- - -), and c4 (- – -).

included here, but they exhibit similar characteristics as we noted with the total cancer incidence !gures.
In all of the !gures, it is obvious that different years have different optimal coverage probabilities. This
is expected given that we are using different risk functions from year to year.
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Figure 6. Prediction intervals for the (a) total cancer incidence, (b) male cancer incidence, and (c) female cancer
incidence data sets.

Using the decision rules we chose earlier, we can now apply the optimal coverage probabilities to
obtain the corresponding prediction intervals. Figure 6 shows the three data sets separately, each with
their 90%, 95%, and optimal prediction intervals. As we can see, tighter intervals are obtained for the
optimal prediction intervals because we obtained optimal coverage probabilities that were smaller than
both the traditional 90% and 95% levels. The prediction intervals for each of the forecasted years are also
reported in Table III. We see that the optimal coverage probabilities range anywhere from about 67%
to 91%. In fact, the forecast with coverage probability of around 91% (i.e., the 2013 forecast the total
incidence) is the only one between the traditional levels of 90% and 95%. As noted earlier, these tighter
intervals can bene!t planners because of the higher degree of uncertainty in predictions associated at the
higher con!dence levels. Planning at these optimal and lower levels could help avoid the perception by
the government of wasting resources because of acting on predictions that are too high.

We also note that the pro!les for the optimal coverage probabilities are not always smooth, such as
estimating " for the year 2017 in Figure 4 as well as in Figure 6(a). This is not unexpected given that a
slightly different loss function is used each year. Namely, the values of s1 and s2 change for f1 and f2 as
k increases. One alternative strategy is to consider different values of s1 and s2 for this time point. But in
the absence of further information to guide us in such choices, especially for a larger lead time like this,
we retain our strategy of simply increasing s1 and s2 by 15 for each increase in k.

5. Recommendations and discussion

A key role in planning the delivery of cancer services is the accuracy of forecasting the incidence of
cancer. When prediction intervals accompany the forecasts, the use of standard con!dence levels may
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Table III. Prediction intervals for the cancer incidence data sets.

Year k ŷn+k sn+k
90% prediction 95% prediction Optimal coverage Optimal prediction

interval interval probability interval

Male cancer incidence

2013 1 1204 71 (1087, 1321) (1064, 1344) 88.87 (1117, 1291)
2014 2 1223 87 (1080, 1365) (1053, 1393) 83.01 (1140, 1306)
2015 3 1241 99 (1077, 1405) (1046, 1436) 80.15 (1157, 1326)
2016 4 1259 110 (1078, 1441) (1043, 1475) 78.26 (1173, 1346)
2017 5 1277 120 (1080, 1474) (1042, 1512) 76.80 (1189, 1365)
2018 6 1294 128 (1083, 1506) (1042, 1546) 75.61 (1205, 1384)
2019 7 1311 136 (1087, 1536) (1044, 1579) 74.57 (1221, 1402)
2020 8 1328 143 (1092, 1564) (1047, 1609) 73.65 (1237, 1419)

Female cancer incidence

2013 1 959 50 (876, 1042) (860, 1058) 84.87 (907, 1011)
2014 2 978 61 (877, 1080) (858, 1099) 77.54 (931, 1025)
2015 3 997 71 (881, 1114) (858, 1136) 74.19 (951, 1044)
2016 4 1016 79 (886, 1146) (861, 1171) 72.07 (970, 1063)
2017 5 1035 86 (893, 1177) (866, 1204) 70.53 (988, 1082)
2018 6 1054 93 (901, 1207) (871, 1236) 69.29 (1006, 1101)
2019 7 1072 99 (909, 1236) (878, 1267) 68.26 (1025, 1120)
2020 8 1091 105 (918, 1263) (885, 1296) 67.38 (1043, 1138)

Total cancer incidence

2013 1 2170 94 (2016, 2325) (1986, 2355) 91.39 (2042, 2299)
2014 2 2216 115 (2026, 2405) (1990, 2441) 86.69 (2088, 2344)
2015 3 2261 132 (2043, 2479) (2001, 2521) 84.40 (2126, 2395)
2016 4 2306 148 (2062, 2549) (2016, 2596) 82.89 (2165, 2447)
2017 5 2351 162 (2084, 2617) (2033, 2668) 72.52 (2253, 2448)
2018 6 2396 174 (2108, 2683) (2053, 2738) 80.85 (2243, 2548)
2019 7 2440 186 (2133, 2747) (2075, 2806) 80.08 (2282, 2598)
2020 8 2485 197 (2160, 2810) (2098, 2872) 79.41 (2322, 2647)

Note that the estimates for incidence have been rounded for reporting purposes.

be excessively wide. In this paper, we advocate the use of a decision-theoretic approach for deter-
mining coverage probabilities for prediction intervals used in forecasting the incidence of cancer. The
approach minimizes the combined risk of the interval width and noncoverage of the interval. We demon-
strated the ef!cacy of this approach by analyzing cancer incidence data for the Loddon Malle Region of
Victoria, Australia. The optimal coverage probabilities are lower than the 90% level, resulting in narrower
prediction intervals that are more informative from a planning perspective.

Our modest objective in writing this paper is to promote discussion about prediction intervals with
optimal coverage probability in medicine and health care. We have demonstrated the utility of the
decision-theoretic approach using real data in the context of strategic planning for cancer services. Such
planning involves health care professionals and the government. The decision-theoretic approach can help
planners move away from the standard con!dence levels and provide prediction intervals that are deter-
mined through meaningful loss functions and not simply by defaulting to conventional levels. Of course,
de!ning such loss functions can be a challenge. It is important to note that enumerating all reasonable
conditions to assess the prediction intervals when forecasting with these data would be a daunting, if not
impossible, task. Hence, we provided some general guidance and speci!c loss functions in Sections 3
and 4 that we feel apply directly to our analysis and are helpful for others involved with the forecast-
ing of cancer incidence. The loss functions we presented were constructed in a frequentist framework
for a predictive distribution; however, one can use a Bayesian approach involving a posterior predic-
tive distribution, which would closely follow the student retention analysis performed in Landon and
Singpurwalla [2].

We also note a couple of variations on the aforementioned methodology that may be of interest to
practitioners. First, one may be interested in producing joint prediction intervals for the forecasts. If this
is desired, then one can make the appropriate adjustments to the con!dence coef!cient such as using a
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Bonferroni correction to control the family-wise error rate. Second, one may be interested in construct-
ing one-sided prediction limits. In such a setting, the (1 − "∕2)th percentile used in the formulas of
Section 3.1 would simply be replaced by the (1 − ")th percentile, followed by altering the statements
to re"ect either lower or upper limits. In both of these settings, the decision-theoretic framework can be
applied as discussed in this paper.
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